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How does the function work?
Creating an image with our function

A Multicorn fractal is generated by repeatedly applying the following iteration rule:

Next

Value

Pixel Coordinate

(Constant)

Current Value

Conjugated

• For the Tricorn fractal, 𝑚 = 2.

• For every pixel, the sequence starts with 𝑧0= 0

Degree
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How does the function work?
Creating an image with our function

A Multicorn fractal is generated by repeatedly applying the following iteration rule:

• The value c is determined by the following equations:

• Every pixel represents one coordinate c:

Depends on

the sign of 

the height
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How does the function work?
Creating an image with our function

A Multicorn fractal is generated by repeatedly applying the following iteration rule:

• We separate and into their real and imaginary parts.

• Independent values → Effective Calculations
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How does the function work?
Creating an image with our function

A Multicorn fractal is generated by repeatedly applying the following iteration rule:

For each pixel, the iteration has 2 possible outcomes:

1) The orbit escapes.

→ The orbit “escapes” when its magnitude satisfies:

→ Magnitude grows without bound

2) The orbit reaches the maximum iteration limit (n).

→ The orbit didn’t escape in n iterations.
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How does the function work?
Creating an image with our function

• We introduce a new variable → 𝑖

Orbit escapes → 𝑖 = index where the function first satisfies:

Orbits don’t escape → 𝑖 = maximum iteration limit (n)

• Calculate grayscale intensity:

• for 𝑖 = 𝑛 → pixel becomes black, 

for 𝑖 < 𝑛 → pixel is colored.
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How does the function work?
Creating an image with our function

• If the color flag is set, a colored output is generated through mapping into RGB

• Different escape iterations produce different colors,

Non-escaping orbits remain black.
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How does the function work?
Creating an image with our function

• Applying this to process to every pixel produces the Tricorn image.

• Examples of grayscale and colored Tricorn images:
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Naive Implementation
width

h
eigh

t

• Looping over width and height

• 𝑂 𝑛2 complexity

compute(){

  for (y = 0; y < height; y++){

    for(x = 0; x < width; x++){

      converge();

    }

  }

}

V1
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Naive Implementation

• Looping over width and height

• 𝑂 𝑛2 complexity

converge(){

  resultVector = 0;

  for(i = 0; i < maxIterations; i++){

    if( 𝐫𝐞𝐬𝐮𝐥𝐭𝐕𝐞𝐜𝐭𝐨𝐫  > 2)

      return 255 - 4(i mod 64);

    

    resultVector = 𝒛𝒊 
𝒎

    }

  return 0;

}

• With per-pixel divergence detection

V1
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SIMD Optimization

Calculated at once

• Four floats at a time

• AMD64 special instructions

• Special 128bit registers

• SSE 4.1

algorithmica.org

width

V0+V2

https://en.algorithmica.org/hpc/simd/
https://en.algorithmica.org/hpc/simd/
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Multithreading Optimization

• Division of calculation in concurrent tasks

• Image split into Chunks

• Harmonizes with SIMD on width

height
AI

V3

https://openai.com/de-DE/research/verify/
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Additional Optimizations

• ABI overhead

• Custom math

• Moving calculations outside of the hot path

• Lookup tables

𝑎2 + 𝑏2 > 2,0

𝑎2 + 𝑏2 > 4,0
Convergence check

compute(){

  for (y = 0; y < height; y++){

    for(x = 0; x < width; x++){

      for(i = 0; i < maxIterations; i++){

        // Small expenses accumulate

      }    

    }

  }

}

All versions
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Performance Impact Comparison

Example: 1920x1080 with n = 200 (SISD)
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FP Error Visualized
V0 vs V2

SIMD 1200x900 n=256
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Benchmarking
What did we achieve with the different implementations?

To see how much of a speed up the different implementations yield we have prepared a 

couple of tests

• Test 1: Default 1920x1080 pixel image

• Test 2: Ultra high resolution image – 7680x4320 pixels, with very low iterations

• Test 3: Normal image, zoomed on the edge of the fractal

• Test 4: Fully black image with high iterations
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Test 1: Default 1920x1080 pixel image

What did we achieve with the different implementations?
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Test 1: Default 1920x1080 pixel image

What did we achieve with the different implementations?

0,045

0,150

0,045

0,007

0,0000,0200,0400,0600,0800,1000,1200,1400,160

V0 - Main implementation

V1 - Comparison implementation

V2 - Unoptimized SIMD
implementation

V3 - SIMD + Threading implementation

Speedup from SIMD: ≈ 3.25

Speedup from Threading: ≈ 6.24

Speedup from SIMD + Threading: ≈ 20.29
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Test 2: Ultra high resolution image – 7680x4320 pixels, with very low iterations

What did we achieve with the different implementations?

0,046825

0,085624

0,048383

0,006097

0 0,02 0,04 0,06 0,08 0,1

V0 - Main implementation

V1 - Comparison implementation

V2 - Unoptimized SIMD implementation

V3 - SIMD + Threading implementation

Speedup from SIMD: ≈ 1.81

Speedup from Threading: ≈ 7.56

Speedup from SIMD + Threading: ≈ 13.71
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Test 3: Normal image, zoomed on the edge of the fractal

What did we achieve with the different implementations?

0,591064

1,502169

0,418714

0,031049

0 0,5 1 1,5 2

V0 - Main implementation

V1 - Comparison
implementation

V2 - Unoptimized SIMD
implementation

V3 - SIMD + Threading
implementation
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Test 3: Normal image, zoomed on the edge of the fractal

What did we achieve with the different implementations?

0,591064

1,502169

0,418714

0,031049

0 0,5 1 1,5 2

V0 - Main implementation

V1 - Comparison
implementation

V2 - Unoptimized SIMD
implementation

V3 - SIMD + Threading
implementation

Speedup from SIMD: ≈ 3.59

Speedup from Threading: ≈ 19.04

Speedup from SIMD + Threading: ≈ 48.38
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Test 4: Fully black image with high iterations

What did we achieve with the different implementations?

1,572

5,589

1,573

0,022

0 1 2 3 4 5 6

V0 - Main implementation

V1 - Comparison implementation

V2 - Unoptimized SIMD implementation

V3 - SIMD + Threading implementation

Speedup from SIMD: ≈ 3.55

Speedup from Threading: ≈ 70.51

Speedup from SIMD + Threading: ≈ 250.64
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